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Color Indexing
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Abstract

Computer vision is embracing a new research focus in which the aim is to develop visual skills for robots that
allow them to interact with a dynamic, realistic environment. To achieve this aim, new kinds of vision algorithms
need to be developed which run in real time and subserve the robot’s goals. Two fundamental goals are determin-
ing the location of a known object. Color can be successfully used for both tasks.

This article demonstrates that color histograms of multicolored objects provide a robust, cfficient cue for index-
ing into a large database of models. It shows that color histograms are stable object representations in the presence
of occlusion and over change in view, and that they can differentiate among a large number of objects. For solving
the identification problem, it introduces a technique called Histogram Intersection, which matches model and im-
age histograms and a fast incremental version of Histogram Intersection, which allows real-time indexing into a
large database of stored models. For solving the location problem it introduces an algorithm called Histogram

Backprojection, which performs this task efficiently in crowded scenes.

1 Introduction

In recent years a new set of ideas abouit the goals and
the methods of computer vision has ‘gained promin-
ence, and may be on its way to becoming the dominant
paradigm, because it promises the quickest route to
constructing working vision systems. The term used to
describe this set of ideas is animate vision, introduced
by Ballard (1989, 1991). Similar ideas have recently
been expressed using the terms active perception
(Bajcsy 1985, 1988), active vision (Aloimonos et al.
1988; Aloimonos 1990), gualitative vision (Nelson
1989, 1991), inexact vision (Thompson 1986), and
dynamic vision (Dickmanns 1988). As in many other
areas of science and technology, one of the driving
forces behind the change in research strategy has been

the availability of new research tools. In this case it has
been the advent of powerful real-time imaging-process-
ing equipment, light-weight video cameras, and off-the-
shelf computer-controlled motors which allowed mov-
able camera setups to be constructed.

The real-time constraints of animate vision require
fast algorithms that enable the robot to achieve its goals.

Two such goals are determining the identity of an object

with a known location, and determining the location
of a known object. Color, because it is an identifying
feature that is local, and largely independent of view
and resolution, can be efficiently used for both tasks.
The locality of color information leads to an efficient
algorithm for recognizing three-dimensional objects
from a variety of viewpoints. The color-identification
algorithm can be used without figure-ground segmenta-
tion, a task difficult to do without first recognizing the
object. The algorithm can be used to identify defor-
mable objects and substances described by mass nouns,
something that most other recognition algorithms can-
not be used for because they are based on shape.

1.1 The Role of Color in Vision

The ease of recognition using color strands in contrast
to the neglect given recently to color as a recognition
cue, although it has been used in earlier work (Feld-
man & Yakimovsky 1974; Garvey 1976; Ohlander et
al. 1978). Instead, much more attention has been given
to geometric algorithms that extract shape from stereo,
motion, and lighting cues. The fundamental reason that
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color has not been used may be that it is not intrin-
sically related to the object’s class identity in the way
that these other cues are. This view is well represented
in Biederman (1985):!

Surface characteristics such as color and texture
will typically have only secondary roles in primal
access. . .we may know that a chair has a particular
color and texture simultaneously with its volumetric
description, but it is only the volumetric descrip-
tion that provides efficient access to the representa-
tion of CHAIR.

The implicit claim made in the quotation above is

that form follows function: Geometrical cues will be
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the most reliable of object identity. While this may be

generally true, it may not be true for routine behavior
(Chapman 1990). In such behavior, wherein familiar
objects are interacted with repeatedly, color may be a
far more efficient indexing feature.

Color may be used in other situations as well. There
are many examples in nature where color correlates
with the class identity of an object, because of pigments
which form part of the function of the object, or
because species use it to send messages of enticement
or warning. Similarly, color is used as a trademark or
identifying feature in objects that occur in artificial
environments, such as packaged goods, advertising
signs, road signs, etc. Shape cues, in contrast to color,
are highly resolution dependent, include only a highly
restricted set that is view invariant (e.g., corners, zeros
of curvature), and may require elaborate processing to

extract them from an image.

Robotic vision systems can also use representations
that are heavily personalized to achieve efficient behav-
iors. For example, it may not be helpful to model cof-
fee cups as being red and white, but yours may be, and
that color combination is very useful in locating it and
recognizing it. Recognition of a particular object is a
task that is probably carried out as often as classifica-
tion; and while classification may in some cases pre-
cede recognition of the individual this need not be true
in general.

Another reason why color has not been used may
have been the lack of good algorithms for color con-
stancy, that is perceiving a stable perception of color
over varying light conditions, as poeple do in most cir-
cumstances. However, recently there has been great
progress in correcting both for the chromaticity of the
illuminant (Maloney & Wandell 1986; Forsyth 1990;

Rubner & Schulten 1989; Brainard et al. 1989; Novak
& Shafer 1990) and for geometric effects such as
specularity (Klinker et al. 1988). So there is good
reason to believe that color can be used as an identify-
ing invariant of object surfaces, even under varying light
conditions.

1.2 What vs. Where

Eye traces of human observers suggest that we do not
build categorical databases of the world around us in-
dependent of the task we are carrying out but that, in-
stead, only highly selective regions of the scene are ex-
amined in detail, and these are highly dependent on
the task being carried out. Furthermore, the sequen-
tial nature of the eye movement traces suggests that the
visual architecture cannot analyze the entire picture at
a glance but must break the analysis up into smaller
sequential components. One gross distinction that we
make is between identification algorithms that analyze
the foveated area during fixation and location algo-
rithms that direct the eyes to new targets.

Support for this what/where distinction comes from
studies of human and primate brains. A significant
feature of the gross organization of the primate visual
brain is the specialization of the temporal and parietel
lobes of visual cortex (Mishkin & Appenzeller 1987,
Maunsell & Newsome 1987). The parietal cortex seems
to be subserving the management of locations in space
whereas the temporal cortex seems to be surbserving
the identification of objects in the case where location
is not the issue. In a striking experiment by Miskin
(Miskin & Appenzeller 1987), monkeys with parietel
lesions fail at a task that requires using a relational cue,
but have no trouble performing a very similar task that
requires using a pattern cue. The reverse is true for tem-
poral lesions. Why should the primate brain be special-
ized in this way? If we think generally about the prob-
lem of relating internal models to objects in the world,
then one way to interpret this “What/Where” dichot-
omy is as a suggestion that image interpretation, the
general problem of associating many models to many
parts of the image simultaneously, is either too hard
or unnecessary, or both (see table 1). In order to build
vision systems that function in real time, perhaps the
problem must be simplified. In sections 3 and 4, ap-
proaches to the identification and location problems are
presented and tested.






